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[bookmark: _2j7b5rz1wfmb]1. Introduction

Our P2P2P tool converts verified PlusCal specifications into SVG or PNG diagrams and then into a final formatted PDF report. The tool reads the specification (spec), then generates PlantUML diagrams, and then compiles them into a final formatted document using LaTeX. The primary users of this system are the SanDisk engineers who write formal specifications using PlusCal and TLA+. These engineers use diagrams and documentation during design reviews. The main need of our  system is to help the users generate documentation that accurately reflects these verified designs. 

The system has several major parts. 

1. The PlusCal parser written in Rust. This component reads the specification and converts it into an internal structure. 
2. Checks the output of the TLC model checker to ensure the model actually passes verification. 
3. Generates the PlantUML diagrams from the parsed structure. 
4. Finally, the last part compiles the diagrams into a formatted PDF using LaTeX. 

In the test scope:

· The Rust-based PlusCal parser and AST generation.
· The code generation for the PlantUML diagrams.
· End-to-end pipeline from the spec input to the final PDF output.

Explicitly out of the test scope:

· External tools like the  TLC, PlantUML, and LaTeX.
· Operating system level failures or environment misconfiguration outside of what was expected at setup time.

Our testing strategy includes three main types of testing:

1. Unit testing verifies the  individual functions and modules.
2. Integration testing helps to verify that the full pipeline works correctly when components interact.
3. Usability testing evaluates how easily engineers can actually use the tool in their workflow (VS Code environment).

The Unit tests run during the actual implementation of the User Stories, and before code merges to main. The integration tests run before demos. And usability tests occur later in development when the system supports the full workflow.

Finally, for our unit test design approach, we chose the test cases by looking at what each function is supposed to do, and what kinds of failures would matter the most. For every important unit, especially with the PlusCal parser, TLC output checker, and PlantUML generation logic, we will test three main categories of input. This approach helps ensure that we are not just testing successful cases, but also checking how well each unit handles edge cases and bad inputs.
[bookmark: _5gahq7l9zhap]

[bookmark: _6nufkcspdrjd]2. Unit Testing

[bookmark: _yv5yrllzs4a3]  2.1. Overview and Testing Goals

The purpose of unit testing in the P2P2P system is to validate every unitary logic unit (function) of the compiler. Unit tests verify the internal logic of each Rust module before they are integrated together. Integration tests will validate that all modules interact with each other correctly from the beginning to the end of their interaction.

Unit tests are crucial for validating that every transformation step along the P2P2P transformation pipeline (TLA+ Model -> TLC Model Checking → AST Generation -> Rust Parser -> Typed Rust AST -> Code Generation -> Output .puml) works as intended and is consistent with the previous transformation.

As a result of testing the logical units, we expect to improve several aspects:

· Validate AST parsing and extraction logic: We expect to increase the chances of the correctness of this module (src/parser) by testing the output of every logical unit. We also understand that doing what we want the function to do does not guarantee that the function in the first place is doing what needs to be done in order for it to be correct.

· Ensure correctness of edge cases and invalid inputs gracefully: Determining anomalies early, such as missing fields from the AST. Detect unsupported statements or improperly structured data and ensure that systems return the appropriate Result:: Err types instead of panicking. 

· Prevent regressions from occurring during iterative development: When adding new features of TLA+ or stylistic changes from the Plant UML style of code, unit tests will continue to act as a safety net to ensure the integrity of the older style of TLA+ diagram flow has not been compromised.


[bookmark: _j1hlbgqrayw9]  2.2. Tools, Frameworks, and Execution Strategy

The P2P2P system produces unit tests from the Rust backend environment directly without introducing additional dependencies other than those needed for the assertion logic of a test.

2.2.1. Testing Frameworks & Assertion Functions

The unit tests for the P2P2P are native to the Rust backend and depend on almost no external dependencies for testing purposes.

Framework and Assertions
· Test Framework: We are making use of the built-in #[test] attributes from the Rust language. This works well with the cargo build system, and therefore does not require a separate testing harness.

· Assertions: Tests are mostly completed using standard Rust assertion macros (assert!, assert_eq!, assert_ne!). For more complicated PlantUML string output verification, we have created some custom helper functions to verify that certain substrings were output (e.g., @startuml and end are present, and that there are differences in white space or new lines between them).

· Test Organization: Unit tests are defined within inline test modules using #[cfg(test)] declared at the bottom of the source files they are testing. This allows you to keep all internal struct properties and helper functions testable as long as you have not exposed them in the public API.

CI Integration and Execution Strategy 
· Local Execution: Developers perform unit tests at the local level using the cargo test command quick execution since unit tests do not generate any external JAVA processes running via tlc2.TLC or pcal.trans. 

· Fixture-Driven Data Validation: Any code in the code tree may use raw TLA+ record AST text that is generated via the pcal.trans application, as a result, the tests/fixtures directory contains pre-generated .tla text fragments of minimal PlusCal models instead of dynamically executing the pcal.trans application while running the unit test. Instead, the unit tests will parse the static, trusted string fixtures. 

· Automated Execution (CI): As part of the GitHub Actions Continuous Integration (CI) pipeline, all of the unit tests are executed on every checked-in code commit and every pull request (PR). When merging a unit test into the main branch, the pipeline enforces that all unit tests must have passed.


[bookmark: _5iwkhsn2zgg1]  2.3. Metrics and Quality Goals

To objectively measure the effectiveness and completeness of the testing strategy, we rely on established code quality metrics:

· Consistent Pass/Fail Status: All unit tests must evaluate to a passing state, guaranteeing system stability after recent refactors.

· Code Coverage Target (100%): We will have 1..n unit tests for each function of the compiler.


[bookmark: _vmzs06ho0rzv]  2.4. Units Under Test

Unit testing targets the most algorithmic, logic-intensive components of the compiler. These components drive the primary value of the software. However, in our particular case, we are going to aim for 100% code coverage.

2.4.1. Parser Module (src/parser)

	The parser is responsible for reading the text intermediate representation produced by pcal.trans (the AST) and structuring it using custom text chunking iterators.

· statement_parsers/ Submodules: Individual modules responsible for parsing specific PlusCal structures (e.g., while_stmt.rs,  if_stmt.rs,  label_if.rs) using robust regex and string offset finders.

· Rationale: Since the text structure exported by pcal.trans is loosely typed text blocks, the parsing functions inside this module are the highest-risk points in the compiler. If the parser mishandles nested [ and << bracket boundaries, the output diagram is fundamentally compromised.

2.4.2. AST Data Structures (src/ast.rs)

While plain data structures do not typically require extensive testing, src/ast.rs provides strongly-typed struct representation of the TLA record structures. 

· Data shape validation: Ensuring that complex structures like MultiProcess, Procedure, LabeledStatement,  and the robust Statement enum are well-formed and can be serialized/deserialized dynamically if necessary (the codebase uses serde annotations).

· Rationale: The AST acts as the central, strongly-typed data contract binding the string parsing phase to the diagram generation phase. Validating its strictness isolates bugs before code generation ever begins.

2.4.3. Code Generation Modules (src/codegen)

The code generation layer is extensively tested to ensure logical correctness.

· ActivityCodeGenerator: Generates UML Activity diagrams. Tests validate standard generation (generate(&ast)) as well as the Split Document generation logic (generate_init_standalone, generate_process_standalone, generate_procedure_standalone).

· SequenceCodeGenerator: Generates UML Sequence diagrams. Tests evaluate whether process interactions, label grouping, and message passing are accurately represented.

· StateGenerator: Generates UML State Machine diagrams. Tests verify state transitions, cyclic references, and standalone state definitions
.
· Rationale: These generators apply complex domain logic, loop unrolling, and string interpolations. Testing these ensures the output strictly matches PlantUML API expectations without forcing the developer to visually inspect rendered PNGs every time.


[bookmark: _zde4ivdzge6y]  2.5. Excluded from Unit Testing

To ensure the unit test suite runs rapidly and focuses strictly on algorithmic value, the following components are intentionally excluded or deferred to integration testing:

· VSCode Extension UI: Focuses entirely on user interaction, DOM events, and environment configuration. These are validated via end-to-end (E2E) testing.

· External Dependencies (TLC, pcal.trans, PlantUML rendering): The java underlying processes are treated as trusted black boxes. The system expects them to work as documented.

· CLI Orchestration (src/main.rs): Basic argument parsing, path manipulation, file I/O operations, and command-line execution (e.g., Command::new("java")) are minimally unit-tested because they inherently depend on the host operating system state and filesystem presence.


[bookmark: _jscino51wmtx]  2.6. Unit Test Design Approach

Unit tests are designed to systematically evaluate each core component under a variety of realistic and stressful conditions. The test design avoids relying strictly on the “happy path” by including:

· Valid inputs: Confirming expected functionality behaves as documented.

· Boundary conditions: Evaluating the functional edges (e.g., parsing a PlusCal model with declarations but empty process bodies, or generating a state diagram for a model with a single state and no transitions).

· Invalid or Malformed inputs: Feeding intentionally broken, null, or improperly matched bracket strings to the parser to verify that it bubbles up a descriptive Result::Err rather than terminating the thread through a silent panic or infinite loop reading offset bounds.


[bookmark: _oi06l8cu42hy]  2.7. Detailed Unit Test Scenarios

The following scenarios illustrate the application of this strategy to specific components inside the Rust codebase.

Unit Under Test: parser::Parser::parse()

· Purpose: Parses the generated AST file content (AST.tla syntax) into the strongly typed ast::TlaModule.

· Test Case Categories:
· Valid Inputs: 
· A well-formed text string representing a full PlusCal model containing multiple processes and standard statements (Assignments, Prints, Whiles).
· A uniprocess model text snippet.

· Boundary Cases:
· A minimal valid model where the decls array (<< >>) is perfectly empty, ensuring the parser handles empty sequences gracefully.
· Procedures with zero parameters or bodies containing solely a Skip statement.

· Invalid Inputs:
· A malformed text file with mismatched sequence brackets (<< >) or record braces ([ ]).
· A text file missing the critical ast == root key declaration.
· An unknown or unsupported type |-> "unknown_future_instruction" string.

· Sample Tests:
· Passing valid syntax yields an Ok(TlaModule) where module.name strictly matches the expected string.
· Parsing mismatched brackets results in an Err containing an empty mapping or bounds failure message, effectively proving error-handling resilience.


Unit Under Test: codegen::ActivityCodeGenerator::generate()

· Purpose: Accumulates and generates PlantUML activity diagram syntax from the Rust TlaModuleAST.

· Test Case Categories:
· Valid Inputs: 
· Sequential logic containing only Statement::Assignment and Statement::Print.
· Deeply nested control flows, such as a Statement::While containing an internal Statement::If branching layout.

· Boundary Cases:
· A process containing a single node.
· A PlusCal specification that contains procedures but no running processes.

· Split Concept Execution:
· Testing the generate_process_standalone() function to ensure it individually injects @startuml and @enduml for modular file writing, without leaking logic from other processes.

· Sample Tests:
· A simple assignment AST directly translates to a string containing the exact pattern :**assignment**;.
· Generating an If statement correctly yields PlantUML branching syntax: if (...) then (yes) ... else (no) ... endif.


Unit Under Test: codegen::SequenceCodeGenerator::generate()

· Purpose: Generates sequence diagrams detailing process communication, timelines, and message passing.

· Test Case Categories:
· Valid Inputs: 
· Multiple interconnected processes where process A shares interactions with process B.

· Boundary Cases: 
· Generating a sequence diagram for a single, isolated uniprocess algorithm, validating that the output doesn't produce floating interaction lines.
· Invalid Cases: 
· Missing process IDs or mismatched identifiers that might crash the process mapper.

· Sample Tests:
· Valid multi-process interactions generate standard PlantUML sequence markers (e.g., ProcessA -> ProcessB : Message).
· The diagram successfully opens with @startuml and correctly groups PlusCal labels using PlantUML partition clusters.


Unit Under Test: codegen::StateGenerator::generate()

· Purpose: Generates UML state diagrams outlining system state transitions, usually delimited by PlusCal Labels.

· Test Case Categories:
· Valid Inputs: 
· AST with multiple state labels and explicit Statement::Goto instructions.

· Boundary Cases: 
· A single state with absolutely no transitions, consisting of a single label execution path. Cyclic transition states where Goto loops back to a previously defined label block.
· A really big number of states and transitions without any correlation between them.

· Invalid Inputs: 
· Goto statements invoking unregistered or non-existent labels.

· Sample Tests:
· Proper detection and PlantUML rendering of transitions formatted as State1 --> State2 : event.
· Correct formatting of the PlantUML starting and ending state circles ([*]).


Unit Under Test: Sub-statement Parsers (src/parser/statement_parsers/*)

· Purpose: Isolated submodules (e.g., while_stmt.rs,  assert.rs) tasked with unpacking highly specific TLA+ record chunks extracted by the Context  processor (context.rs).

· Test Case Categories:
· Valid Condition: 
· Sending a text string chunk formatting the while structure ([type |-> "while", test |-> <<...>>]), verifying that child elements loop properly.
· Type Mismatching: Instantiating the parser with a block of text containing [type |-> "if"...] when it expects a While loop.

· Sample Tests:
· Evaluating a string representation of an assertion via assert.rs produces a precisely matched Statement::Assert.
· Attempting to pass an if node to the while_stmt parser executes an immediate, handled rejection to prevent silent structural failures in the AST tree.




[bookmark: _q97mtwoqfjeo]3. Integration Testing
[bookmark: _5kj639fn7j1z]  
[bookmark: _mjizm5uz3oih]  3.1. Overview and Testing Strategy
[bookmark: _tba0juhg5pli]
The purpose of integration testing for the P2P2P system is to ensure that all of the independently created components can work together correctly when they are combined to create a complete workflow. While unit tests verify proper operation at the level of individual components, integration tests verify that the dataflow, control flow and overall assumptions about the system are correct across the boundaries of the system.

Through the development of version I and version II alpha releases, the system has evolved into a multi-stage pipeline where components including the VSCode extension, Rust-based processing core, PlusCal/TLA+ verification tools, PlantUML generator and LaTeX PDF compiler interact closely. The frameworks of these components are also intertwined and present additional failure points that would not be detected through isolation, including differing intermediate representations of components (e.g., AST), configuration mismatches, toolchain errors, and contract violations across components.

Our primary strategy is to test integration points in the pipeline to identify which types of interactions are critical to the workflows of end users and/or correct operation of the system as a whole. We give particular attention to:

· Data transformations between pipeline stages (e.g., PlusCal -> AST -> PlantUML)

· The enforcement of verification criteria (e.g., running TLC validation before generating diagrams)

· Dependency on external tools (e.g., PlantUML, LaTeX)

· Full pipeline execution, via the VSCode extension

Our focus within these critical integration points will be to identify potential failures that would impact both the correctness and usability of the system and, ultimately, the reliability of the system.



[bookmark: _mqmkpfby6whp]  3.2. Key Integration Points

The P2P2P System integration points that are critical for the system to function correctly include:

· VSCode Extension <-> Core Processing Engine: This integration point ensures that the appropriate user commands trigger the correct corresponding backend processes and provide the appropriate feedback to users.

· Core Engine <-> PlusCal/TLA+ (TLC Verification): This point ensures that only verified models can be processed, thereby implementing the verification-first rule.

· Parser <-> AST Data Structure ↔ Code Generators: This point ensures that PlusCal models that have been parsed correctly produce properly structured representations and are accurately consumed by the diagram generators.

· Code Generators <-> PlantUML: This point ensures that the generated code that produces PlantUML diagrams is syntactically correct and produces valid diagrams.

· PlantUML Output <-> LaTeX PDF Generator: This integration point ensures that the diagrams produced are embedded in the PDF documents without errors related to formatting and/or compilation.

· End-to-End Pipeline (User -> VSCode -> PDF Output): This integration point ensures that from when a user provides the data through VSCode, all the way through to the creation of the final artefact in a PDF format, works as expected.

These integration points are critical because if any one of them fails, the entire pipeline will be affected or the documentation produced will be incorrect.



[bookmark: _jj2f5hh4c8rg]  3.3. Test Environment

Integration tests run in a controlled, repeatable local testing area which mimics user setup as follows:

· Development platform: VSCode with the P2P2P extension

· Executing backend: Local Rust runtime for the processing engine

· External tools:
· TLA+/TLC to verify and model
· PlantUML to create diagrams
· LaTeX toolchain to create PDFs
· Test data: Fragments of information processed by these modules to ensure that they are correctly integrated checking that the output is correctly inserted into the next module. This information comes from the processing of verified and unverified PlusCal (.tla) models with both edge and regular usage cases defined in the test cases. 

Data is version controlled and reused among the multiple scenarios to guarantee consistent results. Temporary artifacts, such as generated diagrams and PDFs, are deleted after a test is run to maintain a stable environment in which to run the tests again.

This type of environment guarantees that integration tests can be run repeatedly, creating a repeatable mechanism to reliably diagnose when and why there have been failures.



[bookmark: _t3f4u6tzgeaq]  3.4. Integration Scenarios

Integration Point: VSCode Extension -> Core Engine -> TLC -> Diagram Generator
Feature: Verified Diagram Generation
Scenario Description:
A user attempts to generate a diagram from a PlusCal model within VSCode.
Integration Steps:
1. User opens a PlusCal (.tla) file in VSCode
2. User triggers “Generate Diagram” via the extension
3. Extension calls the core processing engine
4. System checks model verification status using TLC
5. If verified, the model is parsed and converted into an AST
6. AST is passed to the diagram generator
7. PlantUML diagram is generated and saved
Expected Results:
· Verification is enforced before diagram generation
· Parsed model correctly produces a diagram
· Diagram reflects the system behavior accurately
· Output is saved and accessible to the user
Failure Handling:
· Unverified models block diagram generation with clear error message
· Parsing errors return descriptive feedback
· Toolchain failures (e.g., PlantUML) are logged and reported

Integration Point: Diagram Generator -> PlantUML -> LaTeX PDF Generator
Feature: Export Diagram to PDF
Scenario Description:
A user exports a generated diagram into a formatted PDF document.
Integration Steps:
1. User selects “Export to PDF” in VSCode
2. System retrieves generated PlantUML diagram
3. Diagram is embedded into a LaTeX template
4. LaTeX compiler generates final PDF
5. PDF is saved in the project directory
Expected Results:
· PDF is generated without compilation errors
· Diagram is correctly embedded and formatted
· Document is readable and consistent
Failure Handling:
· LaTeX errors are reported with logs
· Missing diagram files trigger clear error messages
· Formatting issues are flagged for debugging


Integration Point: End-to-End Pipeline
Feature: Full Documentation Generation
Scenario Description:
A user generates complete documentation (diagram + PDF) from a verified model.
Integration Steps:
1. User opens verified model in VSCode
2. User triggers full pipeline execution
3. System validates model (TLC)
4. Model is parsed into AST
5. Diagrams are generated via PlantUML
6. Diagrams are compiled into PDF via LaTeX
7. Final document is produced
Expected Results:
· Entire pipeline executes without interruption
· Output artifacts (diagrams + PDF) are consistent and correct
· System enforces verification-first workflow
Failure Handling:
· Any stage failure halts pipeline with clear error reporting
· Partial outputs are not presented as valid results
· Logs allow tracing failure to specific stage
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[bookmark: _k7ona0xkxe30]4. Usability Testing
[bookmark: _9dmkxxa1obo6]4.1 Overview and Testing Strategy

For P2P2P, usability testing will evaluate how effectively software engineers and system architects can interact with the VS Code extension to translate formal TLA+/PlusCal specifications into verified diagrams.
The primary strategy of our usability testing is to:

· Validate Core Workflows: Ensure that users can seamlessly execute pipeline commands, like generating PUML from TLA+, exporting to PDF, and verifying package hashes, without confusion.
· Identify Friction Points: Discover any difficulties users face during the initial setup phase, particularly when configuring external paths for dependencies like Java, Inkscape, and LuaLaTeX within VS Code.
· Reduce User Errors: Locate areas where error messages or visual feedback are insufficient, ensuring that users can easily recover from incorrect commands, invalid models, missing dependencies, or usage mistakes.
· Improve Overall Experience: Refine the extension's user interface and command palette integration to match the expectations of our technical target audience, ensuring a seamless and fast experience that aligns with the quality of other VS Code extensions.

[bookmark: _xwx75fk7y8sb]4.2 Context and Assumptions

Our usability testing approach is shaped by the following context and assumptions regarding our target users and the product:

· Target Audience: The primary users are software engineers, formal verification specialists, and system architects. They possess high technical proficiency and are familiar with IDEs like VS Code, but they may lack deep expertise in configuring LaTeX or Inkscape environments.
· Complexity and Novelty: P2P2P strings together many tools into a single pipeline. This integration inherently introduces potential friction points, as well as points where errors might occur within a dependency, and our tool still needs to provide information guiding the user to a fix.
· Consequences of Poor Usability: If the extension is too difficult to set up or configure, users will likely abandon it for simpler, manual diagramming tools, and our goal of bringing people to formal tools has failed. If the core generation pipeline fails silently or produces confusing output, users will also lose trust in the tool's data provenance and validation features, bringing skepticism we are trying to prevent.
· Methodological Influence: Because our target audience is highly technical, we have chosen a task-based usability test rather than using broad, generalized surveys that could reduce the value or scope of given feedback. We will prioritize hands-on, scenario-driven testing to observe how users navigate complex system interactions. The intensity of testing is balanced with the project timeline, focusing heavily on core workflows rather than niche edge-case behaviors.

[bookmark: _hfsrakqsteth]4.3 Usability Testing Methods

We will use a combination of task-based usability sessions and expert reviews to evaluate the extension's usability. This practical approach ensures we gather high quality feedback within our development constraints that can be acted upon and improved.

Target Profiles:

· Primary Users: Software Engineers / Formal Verification practitioners
· Secondary Users: Project Managers or Technical Writers reviewing the generated PDFs

Sessions Planned:

· 3 Representative Users (Software Engineers/Architects): For task-based, moderated usability sessions.
· 1 Expert Reviewer (Non-UI team member): To evaluate adherence to VS Code extension design guidelines, internal architecture flows, and identify systemic logic gaps.

Testing Tasks:

1. Setup and Configuration: Install the P2P2P extension and configure the executable paths for Java, LuaLaTeX, and Inkscape in the VS Code user settings.
2. Translate TLA+ to PUML: Run the "P2P2P: Generate PUML from .tla" command on a provided sample TLA+ specification and review the generated PlantUML file for expected output.
3. Execute Full Pipeline: Run the "P2P2P: Generate PDF from .tla (Full Pipeline)" command and locate the resulting output package containing the final PDF.
4. Data Provenance Verification: Modify any file contained within the output package, like a TLA+ file or PlantUML diagram, to simulate tampering, then run the "P2P2P: Verify Output Package Hashes" command to observe the verification failure and assess the clarity of the error reporting.

Data Collection & Metrics: Sessions will be strictly moderated and we will collect the following measures:

· Task Success Rate: Whether the user completed the task independently or required moderator intervention.
· Time on Task: How long it takes to configure dependencies and achieve the first successful generation.
· Error/Confusion Points: Any observed frustration, misclicks, or confusion regarding command names, error prompts, and generated file locations.
· Qualitative Feedback: User comments regarding workflow intuitiveness, perceived value, and potential feature requests.

[bookmark: _i6cwzndsr26o]4.4 Integration into the Development Cycle

Usability testing is structured as an iterative, continuous feedback loop rather than a static milestone or one-time activity.
· Timing:
· After Alpha II: We will conduct early expert reviews of the command palette structure, setting naming conventions, and internal configuration logic.
· Prior to Acceptance: We will conduct formal, task-based usability sessions with our representative users, utilizing a near-completion build of the extension.
· Documentation: Findings from all sessions will be noted, categorized, and tagged with severity, so that plans can be derived from them.
· Prioritization and Action: High-impact usability issues, such as those preventing a user from successfully completing the generation pipeline or understanding data validation failures, will be prioritized for the immediate next development cycle sprint. Lower priority aesthetic or edge case UI enhancements will be logged for subsequent development cycles or post-release. This guarantees that iterative refinements directly respond to empirical user data without derailing the core timeline, or focusing on less serious issues.


[bookmark: _lyhktlcyu05y]5. Testing Workflow and Quality Controls
[bookmark: _57di4makmfga]  5.1. Overview For Testing Workflow
This section will help explain how we will manage our testing during development and how we decide if our system is ready. The goal is to catch issues early and prevent any unstable builds from reaching the users.
[bookmark: _s6xrgj62gcv]5.2. Bug Reporting Checklist

We should log every bug as a GitHub Issue. Each bug report must include:
· A clear title that describes the problem
· Steps to reproduce the issue, listed in order
· Expected result versus actual result
· Input files or test data used
· Screenshots or logs when available
· Environment details, such as OS and tool versions
[bookmark: _czuveu2oj4ol]5.3. Severity Levels

 We should assign a severity level to each of the bugs we find to help with prioritization.
· Critical
· System crashes or produces invalid output
· Blocks all progress
· Fix within 24 hours
· High
· Core feature fails, partial workaround may exist
· Fix within 48 hours
· Medium
· Non-core feature issue or incorrect formatting
· Fix within 3 to 5 days
· Low
· Minor UI or formatting issue
· Fix when time allows
[bookmark: _1mbk0v4bozx9]5.4. Bug Resolution Criteria
 
A bug is considered resolved only when:
· The fix is committed to the main branch
· A unit or integration test is added if applicable
· The issue is marked as closed in the tracker
[bookmark: _uato1wjzvt0o]5.5. Testing The Workflow
 We should try to follow a consistent workflow for each development cycle.
· Before coding
· Define expected behavior and edge cases
· Identify units that need new tests
· During coding
· Write or update unit tests alongside the code
· Run tests locally before committing
· After coding
· Run the full test suite
· Execute at least one end to end pipeline test
· Before merging
· Make sure all tests pass
· Resolve all critical and high severity bugs
[bookmark: _7b3tuuo8gq14]5.5. Release ready checklist

We should only release or demo the system when:
· 100 percent of unit tests pass
· All integration tests pass for the main pipeline
· No critical or high severity bugs remain open
· Known medium or low bugs are documented with workarounds
· At least one full system test has been run within the last 24 hours
If any of these conditions fail, we should delay the release until they are met.


[bookmark: _icm7d9g9p2o2]6. Conclusion

Overall, this testing plan explains steps that we can take to verify that our system behaves correctly at each testing level. 

1. The unit testing then checks the smaller parts of the project like the parser, diagram generator, and the LaTeX compiler by making sure that each part handles the edge cases, and even any invalid input. 

2. Integration testing verifies that components work together across the full pipeline, from the first PlusCal input to the final PDF output. 

3. And finally, usability testing confirms that engineers can run the tool, and understand what is being outputted. 

Together, all of these testing levels will in theory reduce the risk of incorrect diagrams, failed document generation, or any user errors. Using this document, we can detect issues early, and fix them before they affect the users. We hope that by using this plan, it will help us maintain consistent behavior across different system changes and make sure that each release meets the expected level of quality.
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